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Programs for efficient and accurate calculation of the Associated Legendre Functions Plm(cos(q))  up to comparatively high values (l, m ~ 2000) are essential for the reduction of helioseismic data by decomposition into surface spherical harmonic modes.  For this purpose the following C-language subroutines have been written, tested, and placed in local library /usr/local/lib/libM.a:

          double legendre (double x, int l, int m, int phase)

          int legendre_by_l (double *Plm, double x, int l_max, int m,
	  		     int phase)

          int legendre_by_m (double *Plm, double x, int l, int phase)

          int legendre_by_x (double *Plm, double *X, int nx, int l, int m,
	  		     int phase)

The basic function legendre() calculates a single value Plm(x) for given arguments l, m, and x by a recursion method.  The other functions are designed to speed calculation of large numbers of Legendre Functions by processing arrays of any one of the arguments.  legendre_by_l() takes advantage of the fact that the recursion method normally used provides as intermediate products the values Pl¢m(x)  for all l¢ < l to return all those values at essentially no extra computational cost.  legendre_by_m() uses a different recurrence scheme, on m, to produce the values of Plm(x)  for all m £ l.

All the functions except legendre_by_m() use the stable upward recurrence on l:
	A0Pl+1m(x) = A1Plm(x) - A2Pl-1m(x)
with	A0 = ((l+1)2 - (m2) / (2l+3))1/2 ,
	A1 = (2l+1)1/2 x ,
	A2 = (l2-m2)1/2 .
The starting point for the recursions is Pmm (cos(q)) = Cmsinm(q), with
Pm-1m (x) = 0 and a normalization factor Cm = (4p)-1/2((2m+1)!! / (2m)!!)1/2.
legendre_by_m() uses the stable downward recurrence on m:
	Plm-1(x) = B1Plm(x) - B2Plm+1(x)
with	B1 = 2m x / (1-x2)1/2 ,
	B2 = ((l2-m2) / (l2-(m-1)2))1/2 .
The starting point for this recursion is Pll (x) = Clsinl(x), with Pll+1(x) = 0.  This recursion evidently fails when x is close to 1; for values of sinq less than some arbitrarily selected cutoff the function value is produced by a separate internal call to legendre().

The function values Plm(x) are normalized such that
	Ylm(cos q, f) = Plm(cos q)  eimf.
This differs from the customary normalization for the Associated Legendre Functions taken in isolation by a factor
	[(2l+1)  (l+m)! / 4p (l-m)! ]1/2.
There is a choice of phase, i.e. whether the function values should alternate sign with m for positive or negative m.  The customary phase for spherical harmonics is alternation for positive m. This requires a non-zero value for the argument phase to the functions.  All the functions return double-precision floating-point values either as their return codes or in return array arguments unless some combination of invalid arguments is encountered (|m| > l, l < 0, |x| > 1), in which case quiet (non-signaling) NaN's are returned.

Verification:

Apart from the fact that the functions appear ``reasonable'' in that for small values of the arguments l & m they agree with other tabulated values, analytically calculated values, and values calculated by independent programs for selected arguments, the essential verification of these functions has been by intercomparison of results from the separate functions themselves for the same arguments and checks of othonormality of the numerical functions.

A few "typical" functions are plotted in Figures 1±4.  These figures demonstrate some of the essential features of the Associated Legendre Functions, such as their normalization (P00 = (4p)-1/2 ~ 0.282); Plm(x) ~ O(1) except near the endpoints of the interval [-1, 1]; the fact that the number of zeroes of the function in the interval (-1, 1) is equal to l-m and the parity of the function is the parity of l-m; and the peakedness of the functions near x = 0 for large m.  Note especially that the zeroes are almost equally spaced in sin-1(x) = l = p/2 - q rather than in x, a distinction which is only important for small values of m (see Figs. 2a and 2b especially).  This suggests the possible desirability, for rapid approximation of the high-order functions, of finding fitting functions of the form
	A(q; l, m) *  Hlm [C(l, m) (q - B (q; l, m))]
where A, B and C are slowly varying amplitude, phase, and range functions and Hlm(q) is one of the harmonic functions in (l-m)q or (l-m+1)q depending on the parity of l.

For the sake of intercomparison, legendre() has been selected as the base function.  In all cases tested legendre_by_l() produces identical values to legendre(); this is to be expected since it uses identical code, merely saving the intermediate results.  Comparisons have been run for over 500,000 test cases out to l = 1000 with q or x ranging from 0 to 1 in steps of 0.0005 or less.

As remarked above, legendre_by_m() uses a different algorithm from the other functions, so some numerical differences are to be expected.  There is an arbitrary cutoff value in sin(q) below which the function merely calls legendre() to avoid inherent inaccuracies in the recursion.  Obviously this cutoff can be made large enough to remove any numerical differences, but the value in efficiency of the single function call returning all values of m for a given l is thereby sacrificed.  In practice it has been discovered that the errors are strongly system-dependent, presumably because of differences in the compiled math library square-root functions.  Using a cut-off value in sin(q) of 0.0003 allows fairly accurate calculation on a NeXTä  using the GNUä C-compiler out to l of about 2000 (see Figure 5), with maximum absolute deviations from the "standard" function being always well  below 1 part in 1010 and the recursion on m still used in essentially all cases.  Unfortunately, with a cutoff this small a DECä RISC machine using the MIPSä compiler begins to fail completely at l values of only about 200 when x > 0.9997.  It does not appear to be practical to try to increase the cutoff to allow accurate calculation of high-order functions by this recursion on the DEC machines, as the required value to go out even to l of 1000 would reject over 10% of the cases.  If this routine becomes essential it will probably be necessary to examine and rewrite the square-root function, assuming that is the cause of the discrepancy.  In any case, the problem is only critical for the final element in the recursion Pl0(x), since the others go to 0 as x goes to 1.

The situation with legendre_by_x() is more confusing, although at least not much of a problem.   The routine uses the same recursion formula so in principle it should produce identical results with legendre().   However, the order of calculation is slightly different in order to minimize steps in the innermost loops.  On the DEC systems the results do appear to be absolutely identical in all tested cases, similar to the situation with legendre_by_l().  On the NeXT it produces slightly different values whose difference from the base values increases logarithmically with increasing l as with legendre_by_m(), presumably due to accumulating round-off error (see Figure 6).  Tests on the NeXT with all values of m from 0 to l for all values of l up to 75 reveal that the largest difference is invariably for m = 0, and for values of x almost but not quite equal to 1.  Tests with m = 0 have been extended up to l of 2000 in steps of 1 (to 150), 5 (to 750), and 50.  Again, the largest absolute differences found are well under 10-10.

Checks of normalization are based on the fact that the integral of (Plm(x))2dx from 0 to 1 is equal to 1/(4p) with the normalization adopted here, independent of l and m.  The accuracy of numerical integration of the functions
in question of course depends on the accuracy of the numerical integration scheme itself.  I have used a simple trapezoidal-rule integration and checked its accuracy by integrating (P100(x))2dx with varying stepsizes Dx.  Calculations with both legendre() and legendre_by_x() have identical errors, with the normalized relative error e100(Dx)  = (4.39 Dx)2. at least for Dx > 10-6.  To at least the level of accuracy of 10-10 therefore the numerical errors in normalization for small values of l appear to be due to numerical integration rather than function generation.  This is consistent with the trend of the normalization error with increasing number of zeroes of the functions displayed in Figure 7.  Although the cumulative errors in the integral exceed several per cent for values of l > 1000, these errors are almost certainly due to numerical integration.  It is hard to understand how errors in the function generation could result in similar behaviour.

Checks of orthogonality are based on the fact that the integral of Plm(x)Pl'm(x)dx from -1 to 1 must equal 0 when l is not equal to l', independent of m.  There is no condition of orthogonality on m, since orthogonality of the surface spherical harmonic functions in m-space is guaranteed by the othogonality of the harmonic component eimf.  Again, the numerical accuracy of the integral depends on the accuracy of the integration scheme and the step size.  Experiments with different step sizes (Figure 8) suggest that values of the integral significantly larger than 10-10 (except for l' = l) are due to integration rather than failure of orthogonality of the functions in question.  Tests of orthogonality among low-degree functions (see Figure 9) show that regardless of integration problems the orthogonality of functions when l - l' is odd is strong simply because of parity.  Also, it is evident that the most significant non-orthogonality will be produced when m = 0; in fact this is the only case for which non-orthogonality of the odd l-l' pairs can be seen above the level of machine epsilon.  Figure 10 shows a steady logarithmic increase in the integral with increasing values of l and l' for values at least as high as 3000.  That the finite values are primarily due to integration errors, however, is evident from Figure 8b.  In fact, for the range of values examined, the value of the numerical integral for even l - l' pairs at levels of about 10-7 is almost precisely proportional to the square of the step size (the exponent is about 1.9993),  suggesting that any residual contribution from true non-orthogonality of the functions is at least several orders of magnitude smaller.  It appears that the calculated functions are numerically orthonormal to at least an accuracy of 10-10 for all l-m pairs out to approximately l = 3000.
